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The optimal statistical analysis for microbiome data depends on your research question, the 

study design used and the nature of the dataset itself. This document does not prescribe any 

specific statistical procedures; it includes principles to follow and steps to take to ensure that 

your analysis is as robust and efficient as is possible. 

Each topic includes a short discussion of the relevant issue and some bullet points of actions 

or points to consider in the design, conduct, interpretation and reporting of statistical 

analyses of microbiome data. 

It is important to consider the analysis plan as part of the study design, to be developed 

before data is collected. Otherwise it is difficult to know whether the appropriate analysis is 

possible, or if your design will enable your research question to be answered at all. 

8.1. General principles 

8.1.1 Understanding 

It is essential to understand the analysis you are conducting and the interpretation of the 

results. If you are not confident that you understand a method, for example what the outputs 

mean, and what the assumptions and limitations are, then find help. Ultimately you must be 

able to defend your analytical choices. 

Prior research can provide a useful guide to the possible analyses you might use, but it is 

not appropriate to mirror analyses seen in published papers without careful critical appraisal.  

The quality of published analyses in the microbiome literature is extremely mixed, and 

analyses that are appropriate for one situation may not be appropriate in another. 
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Likewise, although there are several useful reviews of methods for the analysis of 

microbiome data [1–3], you should keep in mind that just because a method is being used 

commonly, does not necessarily make it suitable for your data. 

8.1.2 Accept negative and equivocal findings 

Much of the irreproducibility in published literature arises from publication bias or 

questionable research practices in the search for ‘positive’ results.   

• Keep in mind that it is entirely possible that the microbiome has no relationship with 

the exposure or outcome that you are investigating and you should consider that 

demonstrating a lack of effect is as important a contribution to the scientific literature, 

as demonstrating associations. 

• Conversely, remember that ‘absence of evidence is not evidence of absence’ and 

that lack of a significant p-value alone is not sufficient to conclude that no relationship 

exists.   

• Always quantify uncertainty in a finding honestly, particularly for small exploratory 

studies where estimates will be imprecise and power is low.  Conclusive results (e.g. 

whether a particular microbial feature is or is not associated with a covariate) may not 

be possible. 

• Prefer to report estimates of effects along with confidence intervals, instead of (or at 

least alongside) p-values. This will communicate the size (and likely importance) of 

an effect, as well as the uncertainty surrounding it. 

8.1.3 Reproducible workflows 

• Ensure that all stages of statistical analyses are recorded and documented, including 

version numbers of software packages used. 

• If using a graphical user interface for analysis, as opposed to writing code, make sure 

you can record exactly what steps you have taken. 

8.1.4 Key criteria for any statistical analysis  

For an analysis to be successful it must be: 

Informative – Does the analysis address the question that your study set out to answer?  Is 

this question clearly articulated?  How does the output address your specific scientific 

objectives? 

Valid – Are the assumptions underlying the analysis true of your dataset?  If not, what is the 

risk of bias, incorrect calculation of standard errors, or false positive or negative results 

arising from this? 
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Efficient – Do the analyses use your data in the most efficient way possible?  There is often 

a trade-off between efficiency and validity. For example, non-parametric methods typically 

make fewer assumptions, but are less efficient and less informative than their ‘parametric’ 

counterparts. 

Acceptable – Are the methods used likely to be accepted by your target audience, and are 

the outputs comprehensible to them? 

Pre-specified – A pre-specified analysis is more trustworthy than one that is developed when 

the dataset is already known to the analyst. 

Steps: 

• Before you see any data: 
• Identify the set of questions that your analysis aims to address 

• Identify the nature of the statistical output that will answer those questions 

• Identify methods that will produce those outputs from your data. 

• Prepare a statistical analysis plan. 

8.1.5 Be aware of the wider statistical issues surrounding your research design 

All analyses have potential pitfalls that are not directly related to the ‘microbiome’ context.  

These are less widely known than they should be in the microbiology community and so lead 

to many inefficient or invalid analyses being produced and published.   

For example, if your work arises from a clinical trial, be aware of the correct analyses of 

clinical trial data. For example, avoid dangers associated with: regression to the mean [4]; 

inappropriate use of baseline data [5]; and incorrect interpretation of subgroup analyses. If 

your work is an epidemiological study, consider bias from omitted confounders, and how 

selection bias might influence your associations [6]. Biases and between-sample variance 

can also be introduced during the processing and analysis of samples, and so these should 

be understood and relevant factors incorporated into analyses where possible. Pseudo-

replication and clustering of samples is an important consideration in many designs and is 

discussed separately below. 

• Many important statistical issues are not specific to the analysis of microbiomes, but 

must still be understood before performing your analysis.  Study the appropriate 

general statistical literature related to your study design (whether in vitro, pre-clinical, 

clinical trial or epidemiological study). 

• Consider how the data you have reflects the population from which it was sampled, 

and aims to represent.  What is the process that leads to your data being the way it 
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is, and how might any of the processes of sampling, recruitment, or measurement 

have compromised its generalisability. 

8.1.6 Appraising existing tools   

There are an enormous number of published algorithms, tools and pipelines developed for 

statistical analysis of microbiome datasets. The developers of such tools often report high 

sensitivity to detect true effects and a good control of false positive rates under many 

different scenarios. Claims should be treated with caution as developers own simulations are 

often conducted under favourable conditions, or at least conditions that closely match the 

assumptions of the model. 

To evaluate a method you could do one or more of the following: 

• Seek out independent verification of its suitability from high quality simulation studies 

using datasets similar to yours (similar numbers, population, aims), or from high 

quality simulation studies [7]. 

• Examine whether the assumptions made by the method are likely to be true in your 

own data, or 

• Conduct permutation tests to empirically compare the results from your own data 

against random draws from a shuffled dataset, (that is, datasets in which you know 

your null hypothesis to be true), and test the false positive rate 

8.1.7 Pseudo-replication 

Many experimental designs can induce correlations between samples.  For example, 

repeated sampling from the same individual will produce samples that may be more like 

each other than samples from different patients; or samples from mice housed in the same 

cage might be more similar to each other than samples from mice housed in different cages.  

Most statistical methods assume that samples are independent when calculating standard 

errors and p-values, and these will be wrong (either negatively affecting power or increasing 

the risk of false positives, sometimes dramatically) if these potential correlations are ignored.  

If different clusters of samples have different number of observations then correlations within 

clusters can also induce bias.  For a general discussion of this issue see [8]. 

• Ensure you understand the potential shared variance between samples in your 

dataset, that is, what are the sources of variance (eg within household, within patient 

or within cage), and which might be shared between samples. 

• Ensure that your statistical methods can correctly account for between-sample 

correlation, for example by incorporation of random effects. 
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• When comparing outcomes such as abundances or alpha diversity measures, use a 

repeated-measures ANOVA or a linear mixed model (or methods such as ANCOM 

[9] that can incorporate these), and ensure that the correct terms are included.   

• Do not use methods that cannot accommodate your experimental design. 

• When applying a permutation test such as PERMANOVA, make sure that your 

permutations are correctly restricted such that each permutation is valid under your 

experimental design.  See the R ‘permute’ vignette on how to do this.  

• If this is impossible, it might be acceptable to ‘average’ samples within clusters (for 

example by pooling data from animals kept within the same cage) and then treating 

each cluster as an independent observation. 

8.1.8 Avoiding questionable research practices. 

The large number of analytical choices that need to be made before analysis of a 

microbiome dataset mean that it is easy to unknowingly commit ‘questionable research 

practices’ (QRPs) [10]. QRPs include any practice employed to ‘spin’ research findings, 

either intentionally or unintentionally. These include (but are not limited to): selecting 

methods, models or subgroups because they lead to positive results; ignoring negative 

findings or findings that don’t ‘fit’ the story you want to tell; deciding on the hypotheses to be 

tested after the results are known (HARKing); failing to correct for multiplicity in order to 

preserve statistical significance; ignoring known limitations of methods; presenting the 

results of an exploratory experiment as if they are confirmatory; or overstating the 

confidence in results or the importance of findings. 

QRPs can dramatically inflate false positive rates such that almost any hypothesis can be 

proven with any given dataset, by carefully making analytic decisions that would, in isolation, 

seem reasonable. Microbiome research is particularly susceptible to QRPs because: (i) 

findings often vary enormously with methods; (ii) many methods have high false positive 

rates to begin with; and (iii) many hypotheses are typically tested in a single analysis of 

microbiome data. Given that almost no published study reports ‘no association’ between the 

microbiome and the target condition, and that studies are extremely inconsistent in which 

aspects of the microbiome are associated with the hypothesised exposure or outcome, it 

seems likely that QRPs underlie many published results. 

To avoid QRPs leading to false positive findings you should: 

• Pre-specify and register analyses as far as is possible, and document the reasons for 

deviations from the original analysis plan. 
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• Prevent unconscious bias by ensuring analysts are blinded to group allocations, 

particularly where a result in a particular direction is hypothesised. 

• Accept negative results as being likely, valid and important research findings.  

• Avoid HARKing (hypothesising after the results are known). Be explicit and honest 

when a statistical comparison has been motivated by association noticed within the 

dataset. 

• Use recognised reporting guidelines for academic papers (from the EQUATOR 

network [11] where possible) and ensure that your write up or press release does not 

overstate the significance or reliability of your conclusions. 

 

8.2. Specific analyses of microbial datasets 

8.2.1. Inferential vs descriptive analyses 

Be mindful of the fundamental difference between a descriptive and an inferential analysis.   

A descriptive analysis describes your sample only, and allows you to make statements and 

draw conclusions only relating to the sample you have analysed. These are useful for 

understanding the sample and how it should be analysed, for quality control and so that 

readers can understand your data. 

An inferential analysis aims to say something about the population or environment from 

which the sample is drawn. 

For example, you can calculate a beta-diversity matrix, and present an ordination of this 

describing your sample (this is a descriptive analysis of your sample and is entirely valid 

when seen and interpreted as such).  But to infer something about the wider population from 

which the samples were drawn (usually your scientific aim), you need to conduct some extra 

analyses and make some extra assumptions (for example you might conduct a 

PERMANOVA, which makes the assumption that the samples are representative of the 

parent population and that they are all independently sampled).   

An inferential analysis leads to an estimate or a test of a hypothesis with an associated 

measure of certainty (such as a standard error or a p-value). This level of certainty must be 

reported with inferential analyses. Descriptive analyses, for example to look for batch effects 

in your data, do not have uncertainty and so do not require hypothesis tests or standard 

errors; describing a sample can always be done exactly. 

• Conduct descriptive analyses to describe your sample, and inferential analyses to 

make inferences about the target population of interest. 
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• Do not interpret descriptive analyses as if they are inferential, without conducting the 

necessary hypothesis tests or calculating standard errors and checking that the 

assumptions being made by these calculations match your experimental design and 

dataset. 

8.2.2. Prediction vs explanation 

Be clear whether your goal is (for example) to determine whether show that microbiomes 

significantly depend on some exposure or outcome, or to show that microbiomes could be 

used to predict this exposure or outcome.   

Showing that significant differences exist between microbiomes from different groups is not 

sufficient to claim that the microbiome could be used to distinguish these groups from each 

other or that the microbiome could act as a biomarker, or that a microbiome ‘signature’ 

exists, as there might still be a great deal of overlap between groups despite there being 

highly significant differences. To make a simple analogy – men are a highly significantly 

different average height to women, but ‘height’ alone would be a very poor predictor of a 

person’s sex. Moreover just knowing the effect size (the height difference) tells us little about 

the discriminatory power of the outcome. 

• If your study will be interpreted as discovering or explaining the effect of the 

microbiome on some outcome (or vice versa) then differential abundance statistics, 

or comparisons of beta-diversity are sufficient. 

• If, however, your study aim is to show that the microbiome could be used as a 

biomarker, then a measure of discrimination, such as a C-statistic (areas under a 

receiver-operator curve), or measures of sensitivity and specificity should be 

calculated.    

• Consider machine learning approaches when prediction is a more important goal 

than understanding or explanation. 

8.2.3. Analysing compositional count data  

Tables of abundances of microbial features are usually expressed as counts. The data is 

also typically compositional, which means that the denominator reflects an aspect of the 

sampling process rather than the population. This denominator has little relationship to the 

total number of microbes in the parent population (or wherever the sample came from).  

Therefore the absolute numbers of reads assigned to each feature in your dataset has little 

meaning; it only has meaning as a proportion of the total number of reads assigned across 

the whole sample. [12, 13] 
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An implication of compositional data is that we cannot estimate absolute abundances of 

microbes in the parent population, only their abundances relative to each other within each 

sample (their relative abundances). It follows that a change in the relative abundance of a 

microbe can arise from either a change in its actual abundance in the environment or a 

change in the abundance of any other microbe!   

It is of course possible for methodological factors (or other aspects of the data generating 

process such as time taken to collect a sample) to affect relative abundances, and you 

should adjust for these factors in analyses if you can; if possible design experiments such 

that methodological factors (such as sequencing batches) are balanced across 

outcome/exposure groups. However, on the whole we assume that the sampling process 

from parent microbiome (the thing we are trying to study) and dataset (what we can analyse) 

affects each sample in our dataset equally. 

Different methods for microbiome analysis take different approaches to modelling 

compositional count data.  Each has its advantages and disadvantages.  Broadly speaking, 

these are: 

1. Consider only presence or absence of taxa.  
2. Ignore compositionality and analyse relative abundances as if they are 

independent variables, using non-parametric methods or linear models. This is a 

common approach in the literature but can be misleading for the reason described 

above. 

3. Analyse log-ratios of abundances, using standard statistical techniques. This 

could mean first applying the centred log ratio (CLR) transformation, or using a 

method such as ANCOM that calculates every pairwise log-ratio between taxa and 

then uses linear models to estimate the impact of predictors on these. Centred log-

ratios are more independent of each other than relative abundances. 

4. Analyse count data directly, using a method such as DESeq2 which automatically 

includes an adjustment for compositionality. 

• Depending on the statistical methods you use, data might need to be normalised or 

transformed using one of the above methods before it can be analysed. This will be 

specific to the statistical method you choose. For example, differential abundance 

methods such as DESeq2 and ANCOM take compositional counts as inputs directly, 

whereas calculation of the Bray-Curtis distance requires counts to be normalised in 

some way before analysis, and PCA should only be done on log-ratios. 
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• It is not advisable to use Dirichlet multinomial modelling of the entire microbiome 

simultaneously (eg via the hmp R package), as this is complex, inflexible, and its 

assumptions are unlikely to be met in real microbiome data. 

• Be aware of the limitations when interpreting analyses that ignore compositionality. 

• Check that your models fit your data, and check that modelling assumptions are true. 

 

8.2.4. Methods to answer specific questions 

There are many possible questions that could be addressed by statistical analysis of 

microbiome data. Here I cover only the most common questions. 

8.2.4.1. Is within-sample microbial diversity different between groups? 

Alpha diversity is a measure of the diversity within an individual sample, and so is calculated 

sample-wise. After alpha diversity measures are calculated, they can be analysed across 

samples as with any other statistical measure, using linear models or their extensions, as 

appropriate to your experimental design. 

There are many measures of alpha diversity, each reflecting a different aspect of microbial 

diversity (evenness, richness, dominance etc). Ensure you understand the limitations and 

the interpretation of the specific measures you are reporting.  

• Be clear which aspects of diversity you are interested in comparing. 

• Select the diversity measures to be used so that they reflect this before you see your 

data 

• Avoid testing more measures than necessary unless you are prepared to report them 

all. 

8.2.4.2. Are two sets of microbiomes significantly different from each other? 

8.2.4.2.1. Methods based on pairwise dissimilarity 

As opposed to ‘alpha diversity’ (which is a measure of diversity within a single sample), ‘beta 

diversity’ refers to the difference in the compositions of a pair of samples. Hence, within a 

dataset of N samples, beta diversity is represented as a NxN matrix where the ij’th element 

is the dissimilarity between the i’th and the j’th sample. 

Beta diversity can be used as a basis for clustering algorithms, or testing differences 

between sets of microbiomes, i.e. by testing whether group assignment explains a 

statistically significant proportion of the beta diversity in a dataset. 
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This has the advantage over tests that use individual feature scores in that only one test is 

conducted, avoiding multiplicity issues.  A disadvantage is that it is less powerful for 

detection of individual differences; small differences between groups in specific taxa are 

likely to be obscured by larger natural variation in others. 

As with alpha diversity, many different measures of dissimilarity between samples exist 

(reflecting different aspects of similarity), and you should be familiar with the interpretation 

and key differences between different measures. These can broadly be classified as follows: 

8.2.4.2.2. Incidence based – these rely on simply comparing the overlap in presence or 

absence of taxa amongst samples. These are limited as they are very sensitive to 

misclassification of small numbers of reads, they discard abundance information, and they 

are biased when sampling is incomplete or sequencing depth varies across samples. The 

Jaccard distance is the most commonly used incidence-based distance.   

8.2.4.2.3. Abundance based – these give more weight to the more abundant taxa in a 

dataset, and so better reflect differences in the overall compositions of microbiomes. They 

are less sensitive to errors in small numbers of reads, and to more rare features being 

under-sampled. Bray-Curtis distance is the most widely used abundance based measure. 

Both Jaccard and Bray distances ignore phylogenetic relatedness of different taxa.  Other 

diversity measures can incorporate phylogenetic information into their comparison of 

samples.  The most commonly applied example is the Unifrac distance, which exists in 

unweighted (ignoring abundance data) and weighted (using abundance data) forms. 

Statistical tests of distance matrices between/within groups typically rely on permutation 

tests, of which the most commonly used for microbial ecology are PERMANOVA and 

ANOSIM, (although many more multivariate statistical procedures exist).  While both are 

tests of group differences in a distance matrix, PERMANOVA tests the null hypothesis that 

the ‘centroids’ of each group do not significantly differ from each other; in contrast ANOSIM 

tests the hypothesis that the between-group differences are greater or equal to the average 

within-group differences (that is, dispersion is equal between groups). [14] 

• Decide on which aspects of beta diversity you are interested in exploring.  Be aware 

of the interpretation of the distance measures that you use. 

• Make sure that your data are transformed or normalised in a way that is appropriate 

for the distance measure being used. For example, Bray-Curtis distance compares 

absolute values, so data will need to be transformed first.  

• You can use several different distances to explore different aspects of your dataset, 

but be aware of multiplicity issues when you test several different hypotheses, and 
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ensure that you do not select which results to report on the basis of their statistical 

significance.  

• PERMANOVA is a robust and flexible technique for testing the difference between 

groups based on measures of beta-diversity, and allows adjustment for covariates, 

but it can produce false positive results in unbalanced samples that are 

heterogenous in dispersion across groups. 

8.2.4.3 Which features are differently abundant between groups (differential 
abundance analysis)? 

Differential abundance analysis aims to estimate the association between abundance of 

particular features with one or more outcomes of interest. Many different methods have been 

proposed to answer this question, drawing on the approaches for compositional count data 

described above. These have been reviewed extensively with respect to microbiome data 

but, in short, common methods with their strengths and weaknesses are: 

• Independent comparisons of individual feature abundances.  Standard statistical 

models can be applied to model differential abundance for each feature 

independently, with or without prior transformations. These include simple 

comparisons using non-parametric tests, to linear mixed models and their 

extensions, including zero-inflated models, negative binomial models etc. Non-

parametric methods such as Wilcoxon Rank-Sum tests or Kruskal-Wallis tests can 

also be applied. These should be applied depending on experimental design, and 

evaluated for use in any particular dataset with the usual diagnostic procedures.  

Tests of individual features should be interpreted keeping in mind the 

compositionality of the dataset as described in 8.2.3 above. 

• Methods adapted from differential expression analyses.  DESeq2 and edgeR are 

both used for differential abundance analysis, but were originally developed for RNA 

transcriptomic experiments. They benefit from well-developed software packages, 

wide acceptance in the field, and a strong theoretical basis. However, they are 

theoretically developed for gene expression arrays and it is not clear that their control 

of false positives is adequate for microbiome analyses. It is also difficult to use these 

methods in complex study designs. They should only be used with extreme caution 

for differential abundance analyses. 

• Methods based on pairwise comparisons of features. ANCOM is the primary 

example of this. The log-ratio of each pair of taxa is calculated, and a taxon is 

considered differentially abundant if its abundance with respect to enough other taxa 

appears to be different. 
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• Directly modelling the microbiome as a high-dimensional multivariate 
outcome. These methods show promise but are underdeveloped and are not yet 

practical or generally validated, so should be used with caution. 

Note that due to the high numbers of taxa being tested, in almost every scenario multiple 

taxa will be tested at once. These p-values need to be multiple testing corrected, e.g. 

with the R function p.adjust (see section 8.2.7 ‘correcting for multiplicity’ below). 

 

8.2.5. Analysis of gene abundance or functional pathways 

While discussion is mainly limited to comparing the presence or abundance of specific 

microbial taxa, interest is often in gene-specific or functional composition of the microbiome.  

This can proceed similarly to analysis of microbial taxon abundances, except that since the 

outcomes are made from different linear combinations of the same set of microbial 

abundances, they are far less independent of each other than are individual microbial 

counts.    

This dependence strongly violates the assumptions of the traditional Benjamini-Hochberg 

approach to correction for multiplicity, and can make false positives much more likely in 

exploratory work.  The best solution to this is: to be as targeted as possible with functional 

hypotheses; or to use permutation tests to judge the rate of likely false positives arising from 

your analyses; or to explore alternative methods for false discovery rate (FDR) control that 

work for strongly correlated outcomes.  

One way to reduce the feature space that is posed by cataloguing single enzymes, is to 

allocate these to higher functional, e.g. metabolic pathways that depend on a set of 

enzymes. This can be conducted by e.g. summing up the abundance of enzymes in a single 

pathway (in the simplest case), investigating for functional enrichments such as gene set 

enrichment analysis (https://en.wikipedia.org/wiki/Gene_set_enrichment_analysis) or using 

explicit genome-scale metabolic modelling. These pathways matrices summarized at higher 

functional levels can then be investigated via multivariate or univariate statistical methods 

described for taxa abundance matrices, while any results need to be multiple testing 

corrected. 

8.2.6. Selecting the phylogenetic level at which to conduct analyses 

The choice of taxonomic rank at which to analyse your data should be informed by 

• Your specific hypotheses 

• The nature and quality of the dataset 
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• The sample size, since comparisons of lower taxonomic ranks will lead to more 

hypothesis tests and stricter corrections for multiplicity. 

8.2.7. Correcting for multiplicity 

When many null hypotheses are tested, the chance that one or more are rejected even 

though they are true increases, leading to a high rate of potential false positive results.  

There are two traditional approaches to this: control for the false discovery rate (FDR); or 

control for the family-wide error rate (FWER). FDR corrections are done automatically by 

many software packages, so be aware whether corrected or uncorrected p-values are being 

reported. 

When a FDR correction is applied to p-values, their meaning changes.  An ‘uncorrected’ p-

value is the probability that an association at least as large as the one observed would 

occur, even if the null hypothesis (typically of no association) was true. When a FDR 

correction is applied and a threshold determined, this value is the expected proportion of 

‘significant’ results (those below the threshold) that are false positives. 

In microbiome research it is common to apply a correction to the critical threshold for p-

values such that the FDR is controlled at a nominal (e.g. 5%) level. However, it is typical for 

conclusions from microbiome studies to be drawn on a ‘family-wide’ basis, that is: any taxon 

showing significant differences between conditions is taken as evidence that the microbiome 

as a whole is associated with the exposure or outcome under investigation. 

Fortunately, if no or very few true relationships exist in your study, then controlling the FDR 

at 5% also controls the FWER at close to 5%, i.e. the probability of drawing one or more 

false positive conclusions is also 5%. 

• When more than one hypothesis is being tested then a multiplicity correction to p-

values should be made.  Always use a multiplicity correction when conducting an 

exploratory analysis of many outcomes. 

• Use FDR corrections (such as Bonferroni corrections), because they are standard in 

the field, but be sure you understand their interpretation. 

• Beyond this, examining distributions of p-values from your real data (or with 

permuted data) can give you a good sense of whether a method is working correctly. 

• Always describe multiplicity adjustments fully in manuscripts, and decide on these in 

advance as part of your analysis plan. 

• Choose your FDR threshold before you start your analysis. Setting an FDR threshold 

of 0.05 is good practice, as, in the case that all hypothses are false, this will control 

the FWER (the overall chance you make a false positive at 5%). However, your 
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specific aims might require a different threshold, depending on your tolerance for 

false positives. 

8.2.8. Filtering low abundance taxa  

There is little point in testing a hypothesis if the power to detect a difference, even if it exists, 

is nearly zero. So, differential abundance tests of very rare taxa should not be done; 

including these will force a more severe correction for multiplicity, but with no prospect of 

making genuine new discoveries. 

• Before analysis, remove all taxa where there is unlikely to be any chance of 

discovering differential abundance.   

• Be sure to select and apply this filter independently of any data other than the feature 

table itself otherwise you risk introducing a bias. Typical filters will exclude taxa that: 

have a low coefficient of variation across samples; have a low average abundance; 

or are present in only a few samples. 

8.3. Dealing with methodological artefacts 

Your experiment and analysis plan should be designed such that there is little chance of 

confounding methodological artefacts with the exposures or outcomes of interest. This is 

achieved, for example, by making sure potential sources of bias are balanced across 

groups, by randomisation of samples to sequencing batches, by blinding of investigators to 

group allocations etc. Nevertheless, methodological artefacts may introduce variance into 

your data; accounting for these in analysis may improve efficiency. 

8.3.1. Accounting for variation in library size 

Variation in library size is a methodological covariate reflecting sample or methodological 

quality that can affect observed microbial composition; this should be accounted for in 

analysis. This will particularly affect measures of diversity or taxon occurrence, although 

relative abundances can also be affected. 

Check whether library size varies considerably across conditions. If it does not, it is unlikely 

to be a confounding factor and bias estimates of association. However, it might still explain 

variance. 

• Check whether library size varies substantially across samples, and with the target 

variable of interest. 

• If there is some difference in library size across conditions but there is still 

considerable overlap, then library size can be added as a covariate into analyses.  
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Even if it is not a confounding factor, it may explain variance in outcomes and hence 

improve precision. 

• Rarefication (subsampling the larger samples until they all have the same library 

size) may lead to more robust but less efficient analysis (as a lot of data may be 

discarded), and should in general be avoided as a primary analysis, but can be 

considered as a sensitivity analysis, particularly when comparing outcomes such as 

richness or diversity that are more likely to be affected. [15]  

8.3.2. Imputing low/zero values 

Microbiome data are often sparse, particularly at low taxonomic levels (e.g. species c.f. 

genera/families), which means that zeros, or very small counts, are common. Zeros in 

datasets can occur because of a genuine absence of the feature in question in the 

environment (structural zero) or because the feature was not detected during sampling 

(sampling zeros). While some methods for count data, or methods that use zero-inflated 

models can implicitly include zeros; other methods, particularly those that rely on log-ratios, 

cannot. For these methods zeros must either be altered by pseudocounts or imputation, or 

those samples including zeros discarded. 

• Methods that can model zeros directly (e.g. DESeq) are usually based on parametric 

assumptions based on transcriptomics experiments, these are not recommended for 

microbiome data. 

• Adding pseudo-counts is probably safe when only small numbers of taxa are 

affected. 

• Methods to impute zeros (zCompositions or Aldex) may introduce biases depending 

on the imputation model used, so again use these with caution. These also implicitly 

assume that all zeros reflect sampling and not structural zeros. 

• Where features have a high proportion of zeros, consider whether presence/absence 

is a more meaningful outcome for that feature than relative abundance. In this case 

rarefying your data to bring all samples to the same sparseness might here be a 

safer statistic option than imputing the presence of taxa. 

 

8.3.3. Conducting sensitivity analyses 

There are many different analytical decisions to be taken when analysing microbiome 

datasets. Each possible approach has strengths and limitations, and different methods may 

lead to quantitatively different results.   
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Sensitivity analyses should be used to test to what extent your findings are dependent on 

arbitrary decisions about which models and methods you have used, particularly where 

methods may rely on strong assumptions. 

• Sensitivity analyses should be pre-planned as far as possible, and any differences in 

sensitivity analyses should be reported alongside main findings. 

• Conduct enough sensitivity analyses to be sure that findings are robust with respect 

to reasonable methodological decisions. 
• Do not pretend that a sensitivity analysis was in fact your primary analysis. 

 

8.4. Summary 

Analysis of microbiomes is difficult because of the nature of the datasets (sparse high 

dimensional count data with many more features than samples); because of the difficulty in 

making inferences based on relative abundances; and because of the inherent complexity of 

the underlying microbiome and the questions that might be asked of it. No currently available 

methods are without significant limitations. Any reasonable method can be used, but 

analysts should critically evaluate methods and results with respect to their own dataset, as 

they should for any statistical analysis. 
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